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The core focus of my research is on developing software tools and technologies to support the creation
of augmented and mixed reality experiences (AR for short). Specifically, I am interested in addressing
the fundamental (and often subtle) problems that have made augmented reality systems difficult to
design and deploy. Along these lines, I have examined (a) how to estimate and adapt to the registration
errors that arise from sensor pose uncertainty, (b) how to ameliorate the need to work in real-time in
the target physical space, and (c) how to use informal content and wizard-of-oz interfaces to facilitate
rapid exploration, prototyping and evaluation early in the design cycle. In my research, I have cho-
sen not to focus on a specific aspect of AR software and technology (such as tracking technology or
interaction techniques) but rather to consider and develop AR as a new medium for use in authentic
situations. I believe the best way to accomplish this is to form deep collaborations with people who are
attempting to solve real problems using AR. To this end, I have fostered long-term collaborations with
researchers, theoreticians and practitioners in the military, industrial, design and artistic communi-
ties, and have leveraged these collaborative experiences to inform my own research activities. A basic
element of my collaborative activities is to embed our research tools into fully engineered programming
environments, allowing us to understand the use of our tools in real situations while also impacting
the target domains by enabling the creation of real AR systems .

I have established two major lines of research over the past six years: (a) support for adapting to
uncertainty in AR/MR systems, and (b) support for designers exploring AR/MR as a new medium for
creativity and communication. Before exploring these two threads in depth, I will highlight the major
contributions of each.

The motivating idea behind the first research thread is that for many applications, perfect regis-
tration (alignment between the physical and virtual worlds) is not necessary for an AR application to
be successful. What is necessary, however, is that the application programmer has an estimate of the
registration error (no matter how larger or small), so that it can be accounted for by the programmer.
Our approach (funded by the Office of Naval Research) is to aggregate the pose uncertainty throughout
an AR system, use it to compute viewer dependent registration errors (e.g., the manifestation of un-
certainty that matters to the user), and provide the programmer with real-time metrics of registration
error to enable them to create applications that adapt automatically to changing sensor conditions.
We first presented this notion, asserting that it should be a basic facility of any AR software toolkit,
at ISAR 2000 [E.1.15], and our ongoing work over the past five years has changed the way many re-
searchers think about the design and implementation of AR systems by emphasizing the separation of
the application from the particular sensors used. In particular, many researchers now accept that per-
fect registration is not an absolute requirement for a successful AR system. Some specific contributions
are:

1. The design, implementation and deployment of a clean and usable architecture (our OSGAR
system, built on the OpenSceneGraph 3D graphics library) for exposing uncertainty to pro-
grammers in a simple manner [E.2.6][E.1.5][B.2.1]. This architecture demonstrates the basic
ideas we have developed, and demonstrates how to implement them in the context of a real
3D toolkit. We have demonstrated how to use OSGAR to design AR applications that can
adapt to dynamically changing uncertainty in both their input and output, and how such an
architecture provides a robust platform for implementing many AR display and interaction
ideas hypothesized by other researchers. Our collaborators at NRL have used OSGAR for
prototyping systems for mobile warfighters, we have distributed the code to researchers who
have requested it, and my student has spent time with researchers in Austria (Dieter Schmal-
stieg’s group at Graz University) and Germany (Gudrun Kilnker’s group a TU Munich, who
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are collaborating with the Graz group to integrate their two systems) ntegrating our system
with theirs.

2. An architecture for efficiently propagating pose uncertainty information through a 3D scene
graph (or any kinematic chain), supporting the estimation of registration errors in the pres-
ence of many varied, dynamically changing sources of spatial uncertainty [E.1.9]. (In collabo-
ration with Simon Julier at NRL).

The motivating idea behind the second research thread is that, as the history of media teaches
us, a new medium such as AR will not reach its potential until it is put into the hands of designers
working on their own projects. From a technological viewpoint, we will also not know what tools and
technologies are needed by content creators until they begin to push the limits of the medium (e.g.,
as can be seen from the history of tool capabilities for working with digital video and the web, which
reflect the uses and accepted forms of these media, beyond the original technical affordances of film and
HTML/HTTP). My approach of working closely with designers and artists on AR experiences (discussed
in [E.3.11][E.2.11][E.1.10][E.2.10]), and of enhancing the tools they already use to support AR (e.g., our
DART system, built on Macromedia Director [B.2.2][E.2.7][E.2.4][E.3.2][E.1.7][E.2.5][E.2.3]), is aimed
at changing the way many researchers think about authoring tools for AR, and is also the focus of my
NSF CAREER grant. By demonstrating the value of creating serious, general-purpose tools for real
content creators, and highlighting the significant research problems faced when creating such tools,
more AR researchers are paying attention to solving real authoring problems in the context of real use,
rather than creating “simple tools for toy problems”. Beyond the impact we are having by enabling a
new group of people to explore their ideas for AR/MR experiences, this ongoing collaborations have
yielded a variety of contributions, such as:

1. An approach, and corresponding architecture, to rapidly developing informal content in 3D
AR systems, based on animatic sketches used in film pre-visualization. By eliminating the
need to develop 3D content prior to testing an experience, and supporting the use of informal
content longer in the prototyping cycle, prototypes are tested sooner, more often, and therefore
should leverage more of the benefits of informal design practice [B.2.2][E.2.1].

2. An approach, and corresponding architecture, to ameliorating the difficulty of working in real
physical spaces in real time, based on the synchronized capture and transparent replay of
video and sensor data within the authoring environment. The facility of synchronized cap-
ture/replay serves as the basis for creating and editing an analog to video storyboards within
the design environment [B.2.2][E.3.3].

3. An architecture for the semi-automatic creation of Wizard-of-Oz interfaces for mixed reality
systems. By lowering the cost of creating and evolving WoZ interfaces, we have shown that
the WoZ technique can play a richer and more significant role in the development of mixed
reality experiences [E.1.4][B.1.1].

4. An architecture for the integration of 2D video-based characters into 3D AR experiences, in-
cluding facilities to support the interaction of 3D and 2D content [E.1.13][B.1.7].

5. An approach to interactive narrative and dramatic experiences that creates user interaction in
the context of linear stories. By focusing on interactions that do not affect the storyline, we are
able to create compelling interactive experiences that do not need non-linear, branching or AI-
based narrative engines. Our Four Angry Men demonstration system is challenging the way
many researchers think about how to create immersive, engaging 3D experiences for training,
for example, by removing the need for realistic user-driven narrative [B.1.4][E.2.8][E.1.8].

6. An approach to interactive narrative and dramatic experiences that places interactive, user-
controlled nodes along linear or non-linear story spines. This idea is adapted from existing
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narrative theory, and we have shown that it is particularly useful for structuring experiences
in mixed physical/virtual environments [E.1.11][E.1.3]

7. Application of Benjamin’s abstract concept of aura to the theory of embodied AR/MR expe-
riences. By considering the abstract importance of unique places and objects, we provide
designers with a new theoretical stance for considering the interaction between the physical
world and the virtual content [B.1.2][E.1.6][E.3.1].

I have also worked on a number of projects that do not fall within these two threads, some of which
I summarize in the project summaries at the end of this statement.

A. Research Summary: Method and Impact

While most of my current research involves mobile augmented and mixed reality systems, I am broadly
interested in systems that blend physical and virtual worlds, independent of the particular approach
used. I am most interested in systems where the physical and virtual worlds are intimately related,
and believe that the relationship between the physical and virtual environments is what makes AR and
MR different from other sorts of interactive media. These relationships define an AR system, and have
far reaching implications for the underlying software architectures, user interface building blocks, and
design and prototyping tools for these systems. In this section, I will discuss yje two research lines in
more detail, with a focus on our method and how we measure success.

A fundamental requirement for doing this kind of research is to establish deep interdisciplinary col-
laborations with both researchers and practitioners. Beyond simply maintaining ongoing connections
with various domain experts to inform our research prototypes, I have established serious collabora-
tions with both the design and art community (in conjunction with faculty in the School of Literature,
Communication and Culture, where I have just received an adjunct faculty appointment, and with pro-
fessional interactive experience designers outside of Georgia Tech), with computational perception and
robotics researchers on the other hand (both within the College, and at the Naval Research Lab), and
with industrial application developers (within the Food Processing Technology Division of the Georgia
Tech Research Institute). Building ties between such diverse communities, and bringing the cutting
edge results of one to the other, is vital to advancing the state of the art of AR research. For example,
last year I participated in a two-day design charrette to generate ideas for a dinosaur museum to house
Project Exploration in Chicago; the two dozen participants were a mixture of architects, theme park
designers and other design professionals with experience creating large interactive exhibitions (I was
the lone academic, not including the representatives from Project Exploration itself, and was invited
because of my work in AR design). Similarly, I recently led a team of robotics and intelligent systems
researchers in a $13 million proposal to NASA, based on my work on adapting to sensor error in AR
interfaces. While the project was not funded, this proposal contains several innovative ideas that we
are now pursuing with other funding agencies.

A.1. Adapting to Uncertainty in AR/MR Systems

Our work on uncertainty adaptation was initially funded by the Navy, whose interest is highlights the
key benefits of such an approach. While the military has many systems that could benefit from AR
technology, it is crucial that those systems function correctly in varied situations and do not mislead
their users. Since there is no guarantee that accurate tracking will be possible in military scenarios,
where sensors many not exist, or may be damaged, systems must be able to reason about sensor
accuracy and adapt their displays to avoid conveying misleading information. For example, military-
grade GPS can theoretically track a soldiers location to within a foot or better, allowing moderately
distant information to be displayed with relatively high precision. But, if a soldiers location is only
accurate to within a dozen meters, a system should avoid displaying information that appears “precise”
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based on the location reported by the sensor. It is easy to conceive of ways of display information with
less precision (even if the system must resort to non-spatially located heads-up display methods); the
hard part is knowing when to use what techniques. That is the problem addressed by this work.

We have demonstrated how programmers can effectively use different metrics quantifying regis-
tration error in different ways (e.g., as single numbers or display regions), such as by opting to expose
ambiguity to the end user (such as in targeting system in a military application) or by compensating for
the sensor uncertainty (to create a seamless entertainment experience). The more significant aspect
of this work is that it encourages a style of system building and application programming where the
sensor characteristics are obtained dynamically at runtime, thus decoupling the application from the
specific sensors used. This is exactly analogous to how modern window systems decouple the display
and input hardware from the application. Just as window systems enabled applications to be created
that would run transparently on widely varied computer hardware, our approach allows AR applica-
tions to be created that can automatically work with different hardware. It is this characteristic of our
work that will enable robust, real-world implementations of AR systems. For applications with strin-
gent registration requirements (e.g., medical), a runtime architecture such as ours can ensure that
the tight registration requirements are being met. For more flexible applications, such as car main-
tenance, an AR repair system can dynamically switch between different display options depending on
where the mechanic is (e.g., in the high-tech repair bay, under a car, or outside in the parking lot).

An ongoing aspect of this work is the design of a toolkit of visualization techniques (for common
kinds of AR content, such as highlights and labels) that helps the programmers to build systems that
adapt their graphical output to changing real-world conditions. For example, we have demonstrated
novel techniques for depicting relevant real world features to aid end users in interpreting a mis-
aligned AE display [C.1.2], and techniques for placement of virtual labels and interaction elements
near physical objects [B.2.1]. We are currently designing a sequence of experiments to better under-
stand a person’s ability to work with misaligned graphics, which will be used to inform the design of
this toolkit. In the long term, we will be integrating this architecture into our DART environment, and
using these techniques in the implementation of real prototypes. Our work with industrial partners
(e.g., on poultry inspection) will benefit from these techniques. We are also looking at applying the er-
ror propagation and reasoning techniques in other areas beyond AR display, such as the human-robot
interaction project we recently proposed to NASA (mentioned above), or the synthesis of data from
UAVs and multiple autonomous sensors for visualization and decision making.

The importance of this work can be measured by the impact it has on our colleagues. Enylton
Coelho, the student working on this project, recently spent 1.5 months visiting labs in Germany and
Austria, integrating our system with their AR authoring environments (the Austrian researchers al-
ready had already begun adding a form of uncertainty reasoning in their system, since our work has
shown the value of such facilities). We have been invited to write a chapter on our work for an upcom-
ing AR book (where most chapters were not invited, but chosen from reviewed submissions), and were
approached by two separate companies to team up on a recent DARPA SBIR to develop a working AR
system for mobile soldiers.

A.2. AR/MR as a New Medium

I have been working with new media designers for the past six years, both on independent research
projects and by co-teaching a course on Mixed and Augmented Reality Experience Design that is cross-
listed between Computing and the School of Literature, Communication and Culture (where our New
Media Center is housed) [E.2.11]. Early on, we built collaborative teams of designers and technologists
to explore the potential of AR as a new medium. However, after working with the design community
for a few years, and more deeply understanding the design processes used in other media, I came to
strongly believe that revolutionary understanding of the potential of AR as a new medium would only
happen when AR technology is put directly in the hands of designers. Thus, my research focus is to
create AR authoring tools and technologies for non-technical designers that facilitate a design and
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development process akin to that used by designers in closely related media (such as location-based
entertainment, film and interactive games).

The key focus of my work thus far has been to support rapid design exploration of AR experiences,
in a programming environment that is powerful enough to deliver the final experience. Rapid design
exploration requires that designers get content into the space quickly, to understand how their ideas
might (or might not) work in that space. It also requires that the content can be worked with in an
informal state, to leverage the recognized benefits of informal design techniques (e.g., from storyboard-
ing and animatics to foam-core mockups). Finally, rapid design exploration requires that designers
can test partial experiences without developing complete working systems, and can work on design
ideas away from the location and the technology (to facilitate brainstorming and rapid exploration of
design alternatives). We have instantiated support for these ideas, along with full support for vari-
ous AR technologies (e.g., easy to use tracking [E.2.3]), in an AR system called DART, the Designer’s
Augmented Reality Toolkit [B.2.2][E.2.7][E.2.4][E.3.2]. DART is built into Macromedia Director, the
defacto standard for multimedia creation, and gives developers facilities for creating sketch-based
animatic objects (to rapidly create informal content in physical spaces [E.2.1]), synchronized capture-
replay of video and sensor data (to allow working away from the physical space while exploring in situ
design variations [E.3.3]) and distributed, semi-automatic Wizard-of-Oz interface creation (to explore,
control and test experiences before they are fully working [E.1.4][B.1.1]). Initially, designers have been
most excited about the easy access to AR technologies and the sketch-based content, because dealing
with technology and 3D content creation are the most obvious impediments to exploring AR. The ben-
efits of the WoZ and capture/playback facilities have been noted by our more experienced users, and
are used heavily in our own work.

Our first release of DART occurred over the early part of this year, so the impact of DART on
the design of AR experiences has not yet been realized. Over 500 different people have registered
to download DART, from all over the world. Active users on our mailing lists include people with
a wide range of skills, ranging from designers and artists like Hannes Nehls (Media Lab Europe)
and Carl Welch (USA), to 3D programmers such as Michael Zoellner (Fraunhofer IGD, Germany).
Another indication of the impact of DART is that authors of other major AR toolkits (e.g., Studierstube,
ARTooklit/HITLabNZ, AMIRE) have been experimenting with DART, as it provides facilities their
software does not.

DART is being used in a variety of domains. Markus Semmelmann (architect, Germany) is us-
ing DART for his dissertation on architecture and augmented reality. Kang Bo and Dongyi Chen
(Chongqing University, China) are prototyping wearable AR systems for maintenance. Christopher
Roosen (Usability Consultant/Cognitive Ergonomist working in Sydney, Australia) is planning to use
DART for various research projects. Roberto Roccazzella (multimedia designer, Sicily, Italy) is ex-
perimenting with 3D books for education. Nickolas D. Macchiarella (Department of Aeronautical
Science, Embry-Riddle Aeronautical University) has used DART for prototyping systems for train-
ing of pilots and maintenance personnel. Tim Olden and Thomas de Bruin (the Robotract game,
http://robotract.hku.nl/) and Bas Derks (AR art experiments) have used (or are using) DART for their
Master’s projects in Interactive Media at the Utrecht School of the Arts. Henrik Hedegaard, Kika
Kjaerside, and Karen Johanne Kortbaek at Aarhus University are using DART for their ARDressCode
project (http://www.h-style.org/ardresscode/index.php), an exploration of visualizing yourself in differ-
ent clothes without trying them on. Diego Diez (artist, Laboratorio de Luz - Light Laboratory, Polytech-
nic University of Valencia, Spain) has used DART for an artistic exploration of network visualization in
urban contexts (Free Network Visible Network, http://www.transversalia.net/redvisible/index en.htm).
Prof. Sonny Kirkley (Indiana University) is exploring using DART for education and training. Vilem
Novak (arts student, Czech Republic, Brno) used DART for an “augmented room” project. We have
received email from researchers in various disciplines and industries that DART enables them to un-
dertake new projects, such as Adrian Woolard (R & D Executive, BBC Creative R&D, New Media &
Technology, UK), Prof. Tek-Jin Nam (Department of Industrial Design, KAIST), Dr Mark William
Wright (Division of Informatics, University of Edinburgh) and Greg Burks (Multimedia Specialist for
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military systems, ITT Industries, US).
I am also pleased that some of our users are interested in collaborating more deeply with us. To-

bias Gremmler (design consultant, Germany) has approached us to use DART for a week-long design
workshop. Adam Montandon (designer, Plymouth, UK) has used DART to help win funding for a new
design studio (HMC Medialab) and has done demos of DART and the potential of AR for companies in
London. He is writing us in for funding on his recent project proposals, and has plans for commercial
educational exhibits in museums using DART. Another collaboration possibility has been developing
with Geoffrey Bruce (Educational Technology R&D, NASA Ames), who is experimenting with DART
for educational installations, and is interested in exploring some collaborative projects in the coming
year.

Finally, I am actively engaged in understanding the theoretical implications of AR and MR as me-
dia for dramatic experiences. We have looked at procedural dramatic experiences in the past [E.1.11],
and have explored the notion of single-narrative, multiple point-of-view experiences as a compelling
(and practical) alternative to multi-sequential or procedural experiences [B.1.4]. We have most re-
cently demonstrated a mixture of linear narrative with free-form browsing to support tours of historic
sites [E.1.3]. One promising thread of research is extending the concept of “presence” from the VR
community, and applying it to understanding what factors affect the success of AR experiences. (This
is the topic of a NSF proposal that we have recently been notified will be funded in the coming year).
To understanding the importance of experiencing an AE in an historically-meaningful location. We
have proposed designing and evaluating the “aura” of an augmented environment to account for the
relevant impact of a real-world location or object [E.1.6,B.1.2].

A.3. Applied Research

One ongoing line of work I would like to highlight (beyond the two main research threads) is my
ongoing collaboration with researchers in the Food Processing Technology Division of the Georgia Tech
Research Institute. With these GTRI researchers, I have been investigating practical applications of
AR technology to support communication between automated inspection systems and line workers in
a poultry processing facility [E.3.6][E.2.2]. Through years of interaction with the poultry industry, we
have developed a practical solution that is generating interest from a broad collection of industries with
similar problems. This project is a example of applied research that has begun to yield high-impact
results, and highlights my commitment to working on real problems across a range of domains.

B. External Service

As part of my research activities, I am an actively participant in my research community. I have
been on the program committees for many conferences in my area (UIST, ISMAR, ISWC, as well as
numerous smaller conferences), and will be an Associate Chair on the CHI Program Committee for
CHI 2006. I have served as co-Program Chair for the three major conferences in my research areas
(ISMAR 2003, UIST 2004, and ISWC 2000), and am co-editor for a special issue of IEEE Computer
Graphics and Applications on “Moving Mixed Reality into the Real World” that will be published in
Nov/Dec 2005. I also serve on the four-person advisory board for the British EPSRC Equator Project
(a £5 million, eight university Interdisciplinary Research Collaboration, started in 2000). I am on the
editorial board for the International Journal of Human-Computer Studies, and have reviewed grant
proposals for the NSF, as well as for the British, Canadian, Korean and Singapore governments.

C. Research Project Summary

Below is a brief list of my major projects and collaborations. More specific information about these
projects can be found in the referenced papers.
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Four Angry Men (aka Three Angry Men), a dramatic AR experience exploring single-narrative, mul-
tiple point-of-view [B.1.4][E.2.8][E.1.8]. In this experience, the participant enters a mock jury
room, and sits in one of four chairs around a table to enter the mind of one of four jurors
discussing a court case. As the narrative unfolds, the participant experiences it from that
jurors point of view, hearing their inner thoughts and having the other characters colored by
this jurors biases. The participant can change seats (jurors) at any time, allowing them to
get different perspectives on the unfolding story. This project was our first fully implemented
dramatic AR experience, and grew out earlier experiences, such as “Alice’s Adventures in New
Media”, where the participant took on the role of Alice in the tea party from Alice in Wonder-
land [E.1.11]. These and other experiential AR projects (e.g., [E.3.11][E.2.11][E.1.10][E.2.10])
served as the impetus for the creation of DART (see below), and for many of the novel ideas
embodied within DART and our other tools (e.g., video actor support [E.1.13][B.1.7]).

The Voices of Oakland Cemetery. Historic Oakland Cemetery, the oldest cemetery in the South,
serves as the basis for an ongoing exploration of dramatic and narrative mixed- and augmented-
reality tours of historic sites. We have used Oakland as the basis for projects in our AR Ex-
perience Design class for the past three years, as well as for the audio-AR research project
The Voices of Oakland [E.1.3]. As with Four Angry Men, my work with design students and
faculty has generated many of the novel ideas that we have pursed in our software projects.
Most importantly, the Voices of Oakland has served as the basis for our exploration of the role
of Wizard of Oz simulation in the design of AR/MR systems [E.1.4][B.1.1].

DART. The NSF-CAREER-funded Designer’s Augmented Reality Toolkit is a manifestation of our
investigation into how designer’s think about design in mixed physical/virtual environments.
The software itself is a collection of tools built on top of Macromedia Director, the authoring
environment for Shockwave content and the defacto standard for multimedia content creation
away from the web. This project represents our concerted effort to bring the technology to
the “user” (in this case designers, artists and other content creators) and enabling them to
work in a new medium with tools they already know. Through our ongoing collaborations, we
are beginning to understand how to support good design in mixed physical/virtual environ-
ments, and DART is the embodiment of our ideas. While we are focusing on AR experiences
with DART, the ideas and approaches we are discovering are equally applicable to a wide
range of MR and ubiquitous computing systems; indeed, any system that mixes the physi-
cal and virtual worlds [B.2.2][E.2.7][E.2.4][E.3.2][E.1.7][E.2.5][E.2.3]. DART is available free
for download, and has already been downloaded by over 500 groups and individuals world-
wide, ranging from academics to independent designers to professionals in a wide variety of
industries.

Augmented Reality for Poultry Inspection. This ongoing project is a collaboration between my group
and researchers in GTRI’s Food Processing Technology Division. Originally a research project
investigating how AR technology could solve communication problems on a poultry inspection
line in the presence of increased automation, this project has resulted in a design for a laser-
projection AR system that could be practically deployed in the relatively near future. We
are currently implementing and testing this system on a GTRI shackle line, and hope to
demonstrate a prototype to industry representatives this year. I have presenteed this work at
the American Society of Agricultural Engineers Annual International Meeting [E.3.6][E.2.2],
and the system has been the subject of more than a dozen industry news articles this past
summer. We have already been contacted by one large company (UPS) and are in discussions
about starting a related project to integrate AR techniques into their sorting facilities (which,
if it were deployed, would be one of the first major deployments of an AR system, and could
save them millions of dollars a year).

Kimura. In the NSF-funded Augmented Office, or Kimura, project, my group (in conjunction with
Elizabeth Mynatt’s group) investigated how to effectively use wall-sized augmented surfaces
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in an individual office setting and, in particular, how to seamlessly integrate this new tech-
nology with current technology. My groups focus is the creation of the infrastructure to allow
these sorts of prototypes to be created and evolved [B.2.3][B.1.5][B.1.3].

OSGAR. The OpenSceneGraph for AR project is an ONR-funded project investigating how to support
the creation of AR interfaces that adapt in the presence of sensor error. In high unpredicatable
and dangerous environments, where sensors my be damaged and physical structures may
change rapidly (or even be destroyed), systems must function in the presence of significant
uncertainty. This project seeks to support the creation of systems that can function under such
harsh conditions. More importantly, all AR systems will benefit from such infrastructure, from
industrial applications that can function in the presence of heterogeneous tracking accuracy,
to medical applications where the system can warn the doctors when there are unsafe levels
of sensor error. We believe that our techniques will be the cornerstone to the creation and
deployment of working AR systems [E.1.15][E.1.9][E.2.6][E.1.5][B.2.1].

AIBAS. The Adaptive Intent-Based Augmentation system was started with the same ONR funding
as the OSGAR project, and looks at how to use this uncertainty information provided by
OSGAR to actually create graphical augmentations that are understandable in the face of
error. In this project, we are starting a sequence of experiments to understand how humans
function in AR environments in the presence of registration error, and hope to use the results
to develop a set of semi-automated AR augmentation tools, and to develop general guidelines
for developers using systems like OSGAR to create applications that function in dynamic
sensor environments [C.1.2].

D. Broader Impact

In addition to playing a major role in the AE research community, my goal is to influence the efforts
of researchers and practictioners in related communinities through the dissemination of AE tools and
the demonstration of novel AE experiences. In particular, I have sought to increase the impact of my
research by:

Designing, building and distributing DART and other software. We have recently created source-
forge projects for our camera capture library and OpenAL spatialized audio Xtra for Director.
By making our tools freely available, we are putting the necessary tools in the hands of cre-
ative individuals who would otherwise be shut out from using it.

Championing the use of AEs for historic and educational sites. While many researchers in ubiquitous
computing have experimented with the use of technologically assisted tours of historic sites,
there has been very little work (beyond visual recreation of destroyed sites) in the AR commu-
nity. We believe that tightly registered media (graphics and sound) delivering dramatic and/or
narrative content can be radically more engaging and meaningful that content delivered on a
handheld or through linear audio (as is done now in sites like Alcatraz). Toward this end, I
have been establishing collaborations with historians and given talks at history conferences.

Enabling the design and evaluation of ubiquitous computing (ubicomp) environments. While DART
was initially conceived as an AR design project, and is heavily focused on support these de-
manding and complex systems, it has become clear that the ideas and techniques we are
developing are applicable to any system that mixes physical and virtual worlds, such as ubi-
comp systems. Perhaps more exciting, we are discovering new uses for AR as we make our
tools more widely useful, such as supporting the early design exploration of ubicomp environ-
ments and as an interface for human-robot interaction.
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Teaching and Education Statement
Blair MacIntyre
blair@cc.gatech.edu

http://www.cc.gatech.edu/∼blair/

One of the main reasons I chose to pursue an academic career, rather than working at an industrial
research lab or in a non-research job, is the opportunity to work with students at all levels. I believe
that the greatest impact that we have as professors is through the students we teach, either directly
(by helping them learn, or by inspiring them to pursue a career or dream) or indirectly (by the impact
they have using what they learned from us). I also believe that teaching extends beyond the classroom,
and is a core part of all interactions with undergraduate and graduate students; students learn about
research by watching me do research, and so on. By thinking about most things I do as a professor
through the lens of educating the students I interact with, I find it forces me to be a better teacher and
researcher.

Because I enjoy working with students, I encourage them to do independent study projects with
me; I supervised over 30 undergraduate independent study projects during my time at Georgia Tech.
The goals of these projects were as varied as the students: some wanted practical experience, some
wanted research experience, and some wanted to learn new skills (e.g., effective use of modelling tools
like 3D Studio Max). My enthusiasm for undergraduate education has also led me to take the lead
on designing, implementing and running our new Computational Media undergraduate degree, and to
accept a position as one of the two undergraduate coordinators in the College of Computing. I expect
that my involvement with undergraduate education will continue to increase.

A. Teaching Philosophy

I focus on two things while teaching. First, I emphasize project-based learning, so my classes
tend to have a heavy component of students working on many projects that I try to make interesting
and relevant to them; where possible, I try to let the students select projects (or parts of projects)
that are interesting to them. Second, I believe that teaching is more effective when the lectures and
assignments are interactive, relevant and fun. In addition to having projects that are relevant
to the students (as mentioned above), relevancy also means taking time to explain why the material
discussed in class is relevant in the “real world”; I try to do this by providing concrete examples of
how concepts affect them or others when building or using computer systems. By having the students
occasionally work on short assignments together in class, the material becomes more concrete and
immediately understandable.

I have been teaching five different classes at Georgia Tech, and use different techniques to accom-
plish these goals in each class. In my senior undergraduate Computer Graphics class (CS4451), for
example, I spent time keeping abreast on the capabilities of current graphics boards and game con-
soles, and the techniques used in 3D games, and used them as examples in class. This turns out to
be especially important, both because it keeps the students interested and because the pace of change
means that what was “impossible” to do in real time a few years ago is now available on consumer
graphics boards.

To keep classes interesting, relevant and up to date, I try to integrate as much of my own, and
others, research into all of my classes. This has a double benefit. First, the students get to see what
the cutting edge of technology currently is. Second, my own research is enriched by the constant
feedback, reactions and projects of a constantly changing collection of students.
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B. Teaching Experience

Before coming to Georgia Tech, I taught a 3rd year Computer Science course at Columbia University
called “Software Design Lab.” The goal of this course was to teach practical software design and en-
gineering skills to CS majors; to provide a solid appreciation for how one builds non-trivial software.
It was during this that my enthusiasm for project-based learning solidified: for the course to be suc-
cessful, the students needed to work on projects they found exciting so they would be motivated to do
a good job.

Recent Experience. At Georgia Tech, I have been teaching five courses: “Computer Graphics”
(CS4451), “User Interface Software” (CS6456, and CS4470), “Building Ubiquitous Computing Devices”
(a 1 credit-hour undergraduate special topics class, known as “Hackfest”), “Augmented Reality Design”
(currently a special topics class, cross listed in CS and LCC, at both the undergrad and grad levels;
we expect it to be approved as an official course this fall), and “Introduction to Media Computation”
(CS 1315). I have been active in developing the curriculum in most of these classes (all except 1315,
which I am teaching for the third time in the Fall 2005 semester). When we switched from 10 week
quarters to 16 week semesters, I was responsible for the first semester version of both UI Software
(CS6456, formerly CS6395 under quarters) and Graphics (CS4451, formerly CS4390 under quarters).
I created the undergraduate version of the UI software class, CS 4470, which I have taught the first
two instances of. I have developed, with Jay Bolter, a new inter-disciplinary project course on AR
Design.

My focus in Computer Graphics was to shift the class toward interactive 3D graphics. I added
material on animation, time-sensitive rendering, real-time shadow algorithms, and so forth, which I
find relevant to todays world. Furthermore, I used Java to teach the class, rather than C or C++,
because it has clean, platform independent support for dealing with images, windows, input and file
I/O.

The User Interface Software class, designed by Scott Hudson when he was at Georgia Tech, was
originally structured as a clear summary of the important points of UI tools for 2D interfaces. The
shift to semesters let me add six weeks of material focused on exposing the students to the interactive
software issues of non-2D, off-the-desktop interfaces: web-based, pen-based, mobile, 3D, AR, VR, and
so on. My approach in these weeks was to force the students (and myself) to apply what they now
know about 2D interfaces to understanding software tools for these less mature areas. Each semester, I
shifted this “new” content around, depending on the interests of the class (gleaned from questionnaires
at the beginning of the semester) and what is currently “hot” (e.g., when I teach the course in the fall,
I spend time on material that was presented at the UIST conference, which is always in October or
November). My experience attempting to synthesize the ongoing research in the “new” areas into
concise nuggets has had a significant impact on my thinking in these areas.

The third class I co-teach, with Jay Bolter in LCC, is a cross-disciplinary course on Mixed Reality
Experience Design. The goal of the class is to have the students (who are typically a diverse mix
of Computing, LCC, Architecture, Industrial Design, and HCI MS students) think about AR from a
media and cultural theory viewpoint, and as a technology for location-based experiences, in addition to
the usual technology and HCI viewpoints. We first taught the class for two years as graduate seminar,
with the focus of the class being on semester-long group design projects. The emphasis was on real-
world “design”: the groups had to consider form, function, and context of use. In particular, they had to
design their application or experience with explicit consideration given to the limits of the technology.
In the four recent offerings of the class, we have included undergraduates and enough technology (see
below) to allow the students to build prototypes of their experiences.

In 2002, I was nominated for the Georgia Tech “Outstanding Use of Educational Technology” award
for my integration of advance technology in all my classes. My goal is to have students really use
this advanced technology, rather than simply reading about it. Over the past three years, I acquired
a significant amount of novel technology (approximately $150,000 worth) to enable the students to
explore location-aware computing and tangible interfaces in CS4470/6456, and augmented reality in
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the MR Design class. To support the first, I arranged for a donation of laptops, WinCE devices, and
Cooltown Beacons (small location sensors) from Hewlett Packard as part of a campus-wide equipment
donation from HP. To support the second, I have arranged to acquire a set of “Phidgets” (or “Physical
Widgets”, a collection of software and hardware research prototypes designed to make building tangible
interfaces easy) from Saul Greenburg at the University of Calgary. We are using all of this equipment,
plus additional AR equipment (HMDs, trackers, and so on) funded by a grant from the former Dean of
the College of Computing, in our MR class, and have made it available to other classes as needed.

The final class I have taught is the “Hackfest” seminar, which is taught each semester by one of
the faculty of the Future Computing Environments (FCE) group. I have been involved in the class
twice, most recently three years ago, where I taught it alone. The focus of the class that semester was
on a combination of mobile computing and augmented reality; the students worked with the all of the
technologies mentioned in the previous paragraph, both to learn about them and to help us prepare
for their use in other courses.

C. Teaching Plans

I expect to continue teaching most of these classes at different points, although my focus is shifting
toward undergraduates and courses involving non-CS students. Most importantly, in deciding to teach
CS 1315 on a regular basis, I have given up teaching Computer Graphics (4451) and UI Software
(6456/4470) for the near future. My current focus is on 1315, MR Experience Design and starting this
fall, CS 4452 (Human-Centered Computing Concepts). CS 4452 is an introductory CS course, modeled
after CS 1315, for graduate students in our Human-Centered Computing PhD program (and other
programs at Tech) who have no CS background. This course was taught concurrently with CS 1315
last year; this fall it will be taught as a separate class for the first time.

I have been actively involved in the design of two new degree programs in the College of Computing:
the HCC Ph.D. program, and the joint undergraduate program in Media Computing between CoC and
LCC. In support of the HCC program, I helped design the graduate computing course required of these
students, building on my experience in 1315 (teaching CS concepts to non-CS majors), UI Software
(teaching interactive software architectures) and MR Design (teaching design and prototyping).

I was the lead designer for the Computational Media program from the College of Computing.
Together with Peter McGuire, from LCC, I designed the degree program and managed the process
through to its approval. I am now serving as the Faculty Advisor for the program for the College of
Computing (in conjunction with Peter McGuire and David White, the CM academic advisor).
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